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ImageNet Classification with Deep Convolutional
Neural Networks

Empirical evidences in deep learning

Squeeze-and-Excitation Networks
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Abstract—The central building block of convolutional neural networks (CNN) is the convolution operator, which enables networks to

‘construct informative features by fusing both spatial and channel-wise information within local receptive fields at each layer. A broad

range of prior research has investigated the spatial component of this relationship, seeking 1o sirengthen the representational power of

a NN by enhancing the quality of spatial encodings throughout its feature hierarchy. In this work, we focus instead on the channel

relatonsiip and propose a novel archicturaluni, which we term the “Squeoze-and-Excitain” (SE) block that adaptively recalixates
by between channels. We show that these blocks can be
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kriz@cs.utoronto.ca ilyafcs.utoronto.ca hintonfcs.utoronto.ca that SE blocks bring significant of-the-art CNNs at siight additional computational cost.
Squeeze-and-Excitation Networks formed the burdihnﬂ of our ILSVRC 2017 classification submission which won first place and
reduced the top-5 error to 2.251%, surpassing the winning entry of 2016 by a relative i of ~25%. Models and code are
A available at hitps //github.com/hujie-frank/SENet.
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ABSTRACT

stigate the effect of the convolutional network depth on its
-scale image recognition setting. Our main contribution is
1of networks of increasing depth using an architecture with
wolution filters, which shows that a significant improvement
gurations can be achieved by pushing the depth to 16-19
 findings were the basis of our ImageNet Challenge 2014
rteam secured the first and the second places m the localisa-
 tracks respectively. We also show that our representations
ter datasets, where they achieve state-of-the-art results. We
»st-performing ConvNet models publicly available to facili-
n the use of deep visual representations in computer vision.
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Empirical evidences in deep learning...
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Abstract

In this paper we describe a new mobile architecture,
MobileNetV2, that improves the state of the ar perfor-
mance of mobile models on multiple tasks and bench-
marks as well as across a spectrum of different model
sizes. We also describe efficient ways of applying these
mobile models 10 object detection in a novel framework
we call SSDLite. Additionally. we demonsirate how
10 build mobile semantic segmentation models through
a reduced form of DeepLabv3 which we call Mobile
DeepLab3.

is based on an inverted residual structure where
the shortcut connections are between the thin botle-
neck layers. The intermediate expansion layer uses

applications.

“This paper introduces a new neural network architec-
ture that is specifically tailored for mobile and resource
constrained environments. Our network pushes the state
of thean for mobile ilored computer vision madels.

y sign ly
memory needed while retaining the same accuracy.

Our main contribution is a novel layer module: the
inverted residual with lincar bouleneck, This mod-
ule takes as an input a low-dimensional compressed
representation which is first expanded 1o high dimen-
sion and filiered with a lightweight depthwise coavo-
lution. Features are subsequently projected back 10 a
fow-dimensional representation with a finear comvolu-

b tion. The official implementation s available as part of
stigate the effect of the convolutional network depth on its ot KkquiBcornell.edu lightweight depthwise convolutions to filter features as  TensorFlow-Skim meodel library in [ 4],
. . . -scale image recognition setting. Our main contribution is S soueeof mom-Anears Addiionaly we o tht “This module can be efliciently implemenied using
Gradient-Based Learning Applied to Document 1 f networks of increasing depth using an architecture with a o wandard opcrations tn any modern framovork and ok
Recogni tion .\:1;::0,, filters b:lhlﬁ Sh:i“;v that m@éﬁpﬁﬁﬁ ) intain m,»mmn.ml poe Wedevn- s oo mni:: 5 v:n;u‘: o e shong e
B e s e ik ad = V10 this design. " Theroore, thi comvolutionsl modhe s pariculaly sl
Yann , Léon Bottou, Yoshua Bengio, and Patrick Haffner -rt"::d:‘ngs “e" the b”“ of our lmﬁ?ﬂf‘:ﬂ‘?ﬁ;ﬂ: * b:""’“": Attention Is All You Need r approach allows decoupling of the in-  able for mobile designs, because it w10 :n"ﬂ
poceh mew we sty s ']’M"“"""“m sains from the expressiveness of the trans-  cantly reduce the memory fooiprint needcd during in-
R ' respectively i 1 representatio o0 — Yo ich provides a comenicnt framework for  ference by never fully materializing large intermediate
;er datasets, mag;m usl;:1 ac e\l: ;:::h :)yu: ;]: brlees;nonsmm 5 e lpon is. We measure our performance on  lensors. This reduces the need for main memory access
orming model - ' ¢ Aassification, COCt [ that
o ﬂxe use of deep visual representations in computer vision. s e N‘: tmentation [ |. We evaluate the trade 00: sounts of eyt software controlied cacho memory
4 ::’W'L":’:u:;’ 5 acy, and number of operations measured
et TR ds (MAdd), as well as actual latency, and 2. Related Work
‘O layer—our ¢ PEm— R
2 ecach layer Ashish Vaswani* Noam Shazeer* Niki Parmar* Jakob UszKoreit™
N wedasinpu Google Brain Google Brain Google Research Google Research
Deep Residual Learning for Image Recognition S\ imoall subs ~ avaswani@google.com mnoam@google.com nikip@google.com usz@google.com
g el ours O pelling adva
e, el Geaph Tramoemer Networks (G S bl s
s an averall p s 5 . 00 ture reuse, & Llion Jones* Aidan N. Gomez" | Lukasz Kaiser*
KaimingHe  XiangyuZhang  ShaogingRen  Jian Sun S e Weewa Google Research University of Toronto Google Brain
Microsoft Rescarch = competitive« 1lion@google.com aidan@cs. toronto.edu lukaszkaiser@google.com
{Kahe, v-xiangz. v-shren, iiansun } @ microsoft.com CIFAR-100,
nificant impy
Model Scaling for C NeuralN, PG fhem whila Mia Polosukhin® ¥
o Ab - B omnis i1lia.polosukhinGgmail.com
ine a glabl performance crite o E e
& Convo-  Since the curly days af pattom reco it hos BN ming Mimgsing Tan' Quoc V. Le'
Tramstoemer Netwnrcs B (bt the varinbility and richoess of natural data, e’
b it xpeech, glyphs, o oeher trpes of patterus, make it LS00 g Abstract
— dng residial funcalons with 3 Comvolutioal Neural Networks (ConvNes) are
stead of learning unreferenc commonly developed at a fived rosource badget, "
prehensive empirical eviden a0 then caled up foe beter ccurscy H more The dominant sequence transduction models are based on complex recurrent or
networks are casier to optim = e e S convolutional neural networks that include an encoder and a decoder. The best
consderably ncreased depl "o, cutaly gtk g, i, e performing models also connect the encoder and decoder through an attention
ommpbtagrerptorilly S S 0 e P mechanism. We proposc a new simple neiwork arc}ulenlum‘ the Transformer,
105 A pnscmble f théne rey T4 method tht saormly scales all Smeasionsof based solely on attention and
on the ImageNettestset. Thi b witspmtiiyyelooe Do tiniiand entirely. on (wo machine tasks show these models to
HLSVRC 2015 classification 7 he ecivenesof this v oo cling. 99 be superior in quality while being more and requiring
n - ;':AL:Z “"{"'" Wedi 2 gy A T less time to train. Our model achieves 28.4 BLEU on the WMT 2014 English-
€0 ot iy i oty £, i g e Mt e to-German translation task, improving over the existing best results, including

framatome

iremely deep representation.
provement on the COCO o
residual nets are foundation:
& COCO 2015 competition
places on the tasks of Image
ization, COCO detection, an

11946v5

arXiv:190.

and e 8 up o oblam
called Effcienters,

an Imapeter, while being B4x soxale
.1 faster on infercace thim e best cuistng
Caaves

57 faser o Reset. 152 Detis e i T

time larpee. Honweve, the process of scaling up ConvNets

the-snt accaracy on CIFAR-100
(917%), Flawees (WLA%), and 3 ciher tsasder

ways 10 do i The mos common way i to
il (7

g
sehiran. sebitrar acaline e e sl i

Export Control COEDM — EU EC: country FR — marking N / US EC: marking N/ OTH EC:

ensembles, by over 2 BLEU. On the WMT 2014 English-to-French translation task,
our model establishes a new single-model state-of-the-art BLEU score of 41.8 after
training for 3.5 days on eight GPUs, a small fraction of the training costs of the
best models from the literature. We show that the Transformer generalizes well to
other tasks by applying it successfully 1o English constituency parsing both with

large and limited training data.
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Empirical evidences in deep learning...
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training for 3.5 days on eight GPUs, a small fraction of the training costs of the
best models from the literature. We show that the Transformer generalizes well to
other tasks by applying it successfully 1o English constituency parsing both with
large and limited training data.

by explicit regularization, and occurs even if we replace the true images by com-
pletely unstructured random noise. We corroborate these experimental findings
with a theoretical construction showing that simple depth two neural networks al-
ready have perfect finite sample expressivity as soon as the number of parameters
exceeds the number of data points as it usually does in practice.

We interpret our experimental findings by comparison with traditional models.
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Reconciling modern machine learning practice

Approximation by superpositions of a and the bias-variance trade-off

sigmoidal function = Neural Tangent Kernel:

Published as a fe paper at ICLR 2018
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ABSTRAC franckrgabrie Yoshua Bengio ! Aaron Courville ' ental understanding of this technology has lagged far behind. Indeed, one of the central
- Neurocomputing 25 (1999) 81-91 ] ts of the ficld, the bias-variance trade-off, appears to be at odds with the observed behavior
![ has long becnrknnwn that nsing]cflnycr full Clément 1 Abstract expose this bias by taking a closer Iook at neural networks iwcthods used in the modern mac jn,c learning pra L'{u:. Tlhu bias-variance trade-off impl.im
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e & width, This o ! qu Neural networks are known to be a class of highly through the lens of Fourier analysis. While they can ap- < in data simole O ing spuri atte wer, i N y
of infinite network width. This corresponden: v " cture in data, simple enough to avoid fitting spurious patterns. However, in the modern
for infinite width neural networks on regressi clement . hongl¢ expressive functions able to fit even random input- proximate arbitrary functions, we find that these networks N i ? b
corresponding GP. Recently, kernel function output mappings with 100% accuracy. In this prioritize learning the low frequency modes, a phenomenon very rich models such as neural networks are trained to exactly fit (i.c., interpolate)
ot metsorks have boen develoed. but onl work we present properties of neural netuworks w call the spectra bias. This bias manifests itsel not just  data. Classically, such models would be considered over-fit, and yet they often obtain high
‘As such, provious work has niot iﬂ entified th A A that complement this aspect of cxprossivity. By in the process of learning, but also in the parameterizationof  racy on test data. This apparent contradietion has raised questions about the mathematical
variance functions for GPs andallow fully s L.OWer bounds for approximation by MLP neural networks Abst1  using tools from Fourier analysis, we highlight 2 the model itself: in fact, we show that the lower frequency dations of machine learning and their relevance to practitioners.
network. learning bias of deep networks towards low fre- componeats of “:"'?d "“;0':]? are mﬂlm robust to M;ﬂﬂm n this paper, we reconcile the classical understanding and the modern practice within a
In this work, we derive th | equivaienc: . . . initializati ifici quency functions — i.c. functions that vary glob- parameler perturbations. Finally, we also expose and ana-— . 1 rformance curve. This “double deseent” eurve subsumes the textbook U-shaped bias
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works and GPs. We further develop a compu processes in the infinite-width limit et ; deoongent 1 " and the geomery of the data manifold by showing that high ance trade-off curve by showing how increasing model capacity beyond the point of inter-
f::n“ﬁi covariance r'c-:‘:c;-g: '0:;23‘; G:z»r‘f Depariment of Mathematics, Technion, LLT., Haifa, 32000 Isracl kernel methods. We prove that the evolut :‘:ﬁ.au:if, m‘;’r‘;;; r;l’f:‘ e e frequencics ot casier to learn when the data Ties on a lower- o Tesults in improved performance. We provide evidence for the existence and ubiquity
O e et o e D e i ) be described by a kernel: during gradient . donthat over parameterized networks pri- dimensional manifold of complex shape embeddedinthe  ouble descent for a wide spectrum of models and datascts, and we posit a mechanism for
sponding GP with increasing layer width, anc Received 30 May 1998; accepted 6 December 1998 the network function f, (which mapsinpt  gitize loarning simple pattcrns that generalize input space of the model. We focus the discussion on net-  mergence. This connection between the performance and the structure of machine learning
correlated with trained network Pmdmun’,, en kernel gradient of the functional cost (whic across data samples. We also investigate the role works with rectified linear unit (ReLU) activations, whose lels delineates the limits of classical analy: and has implications for both the theory and
mance increases as finite-width trained networ cos) wrt. a new kernel: the Neural Tangg of the shape of the data manifold by i p linear structure enables an analytic of machine learning.
to a GP, and thus that GP predictions typical ires of empirical and theoretical evidence that, somewhat treatment.
networks. Finally we connect the performane  ‘APstract ning. ter-intuitively, learning higher o
of signal propagation in random neural netwa . stays gels easier with increasing manifold complexity. ‘Contributions
The degree of approximation by a single hidden layer M Wide Neural Networks of Aﬂy Depth Evolve as Is in function space 1nstead of parameler space. R
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]ayerrls bounded below by the degree of apprcxlrrnatmrn Linear Models Under Gradient Descent n be related to the positive-definiteness of the
functions. We prove thal there exists an analytic, stric e-definiteness of the limiting NTK when the
function for which this lower bound is essentially attair the non-linearity is non-polynomial.
activation function, that one can approximate arbitrarily snunares rearecsinn and chaw that in the in
Neural Networks, Vol. 2, pp. 359-366, 1989 . - : - . - . . .
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Universal Approximato s Mathematical Institute, University of Oxford
A longstanding goal in deep learning research has been to precisely characterize
training and generalization. However, the often complex loss landscapes of neural
networks have made a theory of learning dynamics elusive. In this work, we show Abstract
KURT HORNIK that for wide neural networks the learning dynamics simplify considerably and
that, in the infinite width limit, they are governed by a linear model obtained from The universal approximation property of width-bounded networks has been Abstract
Teehnische Universitit Wi st 3 its initi - . . . .
e Bnemiat e the first-order Taylor cxpansion of the network around its initial parameters, Fur of classical universal approximation results on depth-bounded networks. Ho . . - . .
mirroring the p between wide neural networks it bli L . R . jon b ! Iv ch ) The classical Universal Approximation Theorem holds for neural networks of arbitrary width and
MAXWELL STINCHCOMBE AND HALBERT WHITE and Gaussian processes, gradient-based training of wide neural networks with a width cnabling the universal approximation has not been exactly characteria bounded depth. Here we consider the natural ‘dual’ scenario for networks of bounded width and
University of California. San Diego squared loss produces test set predictions drawn from a Gaussian process with a input dimension d; and the output dimension d,,. In this work, we provide 1 arbitrary depth. Precisely, let n be the number of inputs neurons, m be the number of output
) N {):E;T;lc]armcﬁglﬁ?:‘i?mzl :g";;lhﬂ:]i::? lcll“]gmli:lll;::: ;ﬁg‘[k’cf\n‘;‘"gs result in this direction for networks using the RELU activation functions: Th neurons, and let p be any nonaffine continuous function, with a continuous nonzero derivative at
cived 16 Sepiermber 1988 revised and accepted 9 March 1989 w > W v S5 X i - - - : - : i i i
(Recedved 16 Scptenber 1088: revised and accpied ) Merch 1989) the predictions of the original network and those of the linearized version even required for the universal approximation of the L? functions is exactly max{d, some point. Then we shaw that the class of T'i“"al nclworks:l'grbnr?ry depth, width n +m + 2,
Abstract—This paper rigorously establishes that standard mulilayer fecdforward networks with as few as one for finie practically-sized networks. This agreement is robust across different prove that the same conclusion does not hold for the uniform approximation and activation function p, is dense in C(K; R™) for K' C R™ with K compact. This covers every
hidden layer using arbitrary squashing functions are capable of approximating any Borel measurable function architectures, optimization methods, and loss functions. ) . . A . activation function possible to use in practice, and also includes polynomial activation functions,
Jfrom one finite dimensional space 1o another io any desired degree of accuracy. provided sufficiently many * > 8 5 does hold with an additional threshold activation function. Qur proof techniqu which is unlike the classical version of the theorem, and provides a qualitative difference between
hidden units are available. In this sense, multilayer feedforward networks are a class of universal approximators to derive a tighl.l:r upper bound on the minimum width r(:quir(:(l for the univer dccp n w networks and shallow wide networks. We then consider several extensions of this
using networks with general activation functions. result. In particular we consider nowhere differentiable activation functions, density in noncompact

domains with respect to the LP-norm, and how the width may be reduced to just n +m + 1 for
‘most” activation functions.
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a Questions

> In the last five years or so, a parallel effort to empirical studies has grown to ask why any of these empirical researches
works:

* How does gradient descent, run on a wildly non-convex loss, reliably converge?
What does neural network learn first, and in what order?
Why do over-parametrized networks generalize instead of just memorizing?
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Motivations

Reconciling modern machine learning practice
and the bias-variance trade-off

Mikhail Belkin®, Daniel Hsu®, Siyuan Ma?, and Soumik Mandal®

*The Ohio State University, Columbus, OH
PColumbia University, New York, NY

September 12, 2019

Abstract

Breakthroughs in machine learning are rapidly changing science and society, yet our fun-
damental understanding of this technology has lageged far behind, Indeed, one of the central
tenets of the field, the bias-variance trade-off, appears to be at odds with the observed behavior
of methods used in the modern machine learning practice. The bias-variance trade-off implies
that a model should balance under-fitting and over-fitting: rich enough to express underlying
structure in data, simple enough to avoid fitting spurious patterns. However, in the modern
practice, very rich models such as neural networks are trained to exactly fit (i.c., interpolate)
the data. Classically, such models would be considered over-fit, and yet they often obtain high
accuracy on test data. This apparent contradiction has raised questions about the mathematical
foundations of machine learning and their relevanee to practitioners.

In this paper, we reconcile the classical understanding and the modern practice within a
unified performance eurve. This “double descent™ curve subsumes the textbook U-shaped bias-
variance trade-off curve by showing how increasing model capacity beyond the point of inter-
polation results in improved percformance. We provide evidence for the existence and ubiquity
of double descent for a wide spectrum of models and datasets, and we posit a mechanism for
its emergence. This connection between the performance and the structure of machine learning
maodels delineates the limits of classical analyses, and has implications for both the theory and
practice of machine learning.

framatome
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Reference: [1] M. Belkin, D. Hsu, S. Ma, & S. Mandal,
Reconciling modern machine-learning practice and the classical bias-variance trade-off,
Proc. Natl. Acad. Sci. U.S.A. 116 (32), 2019.
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From Artificial Neural
Network to Gaussian
process

ved
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Neural Network Gaussian Process (NNGP)

¢ Lipschitz
> We consider an L-hidden Multi-Layer Perceptron (MLP) B activation
fg:RNO - RNL, fQ(X) = fL(X): g(l) - ¢(f(l 1)) function f(L) — fQERNL
_ (0 mNo N A )
Initialization: g©® =x X =g eR A A
L - A A
Pre — activation: fi(l) (x) = bi(l) + —z Wl;l) g](.l)(x) o« o » B 0
\/ﬁlj=1 < < a r S
@ . ® ® =
Post — activation: g(.l)(x) = ¢ (f.(l_l) (x)) % .« S " e L3
) J) ] ) o ' ° . ° (-
° ¢ ° e ~
=
¢ [ . e
> Weight and bias parameters for the [-th layer are i.i.d. : : : -
Ww®~n(0,1) and bH~N(0,1). v, L
> 0 = {W(O),b(o),...,W(l),b(l), W@ b(L)} cRP. 3 :
\ J

|
L-hidden layer

ETICS, 29/09/26 © Framatome — All rights reserved
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Neural Network Gaussian Process (NNGP)

\
/7

In 1996, Neal [2] (for 1 hidden layer), and later in 2018, Lee et al. [3] (for deep network) proved that when N; - 4+, a
MLP tends to a GP.

Indeed, following Neal, for 1 hidden layer and the i-th component:

Ny
vation: _ £ ENCY) 1 COBNEY
Pre-activation: fo(x) = f;" " (x) = b;” + N E o Wi~ g; (x).

N/

1 No

Post-activation: g](.l) (x)=¢ <fj(0) (x)) =¢ <bj(0) + Ny MG']({O)xk>-

\ J
|

Input layer

ETICS, 29/09/26 © Framatome — All rights reserved
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Neural Network Gaussian Process (NNGP)

\
/7

In 1996, Neal [2] (for 1 hidden layer), and later in 2018, Lee et al. [3] (for deep network) proved that when N; - 4+, a
MLP tends to a GP.

Indeed, following Neal, for 1 hidden layer and the i-th component:

N/

N
Pre-activation: fp(x) = fi(l)(x) = bi(l) + J%E _1 Wi(l) () (x). By Central Limit Theorem:

L ' ]_1\_Y_) f()—>]\fwhenN1—>+oo

i.i.d. i.i.d.
No
Post-activati D(x) = (.(O) ): <b.(°) 1 W(0> > D M 4
ost-activation: g (x)=¢ f; (x) ¢ | b; N =g, andg
\_Y_/ independent for] *J.
I.i.d i.i.d.
framatome ETICS, 29/09/26 © Framatome — All rights reserved
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Neural Network Gaussian Process (NNGP)

\
/7

In 1996, Neal [2] (for 1 hidden layer), and later in 2018, Lee et al. [3] (for deep network) proved that when N; - 4+, a
MLP tends to a GP.

Indeed, following Neal, for 1 hidden layer and the i-th component:

N/

N
Pre-activation: fp(x) = fi(l)(x) = bi(l) + J%E _1 Wi(l) () (x). By Central Limit Theorem:

L ' ]_1\_Y_) f()—>]\fwhenN1—>+oo

i.i.d. i.i.d.
N
Post-activation: g( (%) = ¢ <fj(0)(x)> =¢ <bj(0) % ’ W(O) ) = g]( ) and g( )
\_Y_/ independent for] *J.
i.i.d. i.i.d.

N/

From the multidimensional Central Limit Theorem, any finite collection of {fi(l)(xl),...,fi(l)(xk)} will have a joint
multivariate Gaussian distribution.

N/

Thus, it is a Gaussian process:
O @~6P(u®, 5®),

with 1) = B[P )| = 0 and 20, x) = E [V D @] = 14 B |9 (09,7 ()]
fram at om e ETICS, 29/09/26 © Framatome — All rights reserved
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Neural Network Gaussian Process (NNGP)

\
/7

Lee et al. [3] proved that the work of Neal can be extended to deeper layers by induction.

N/

The output functions of a L-hidden network fy, are i.i.d. centered Gaussian process of covariance, defined recursively
as:

1
SO0, x) =1+—xTx,
Ny

306 = B[O @R = 14 B ooz [# (570) (17 60)]

ETICS, 29/09/26 © Framatome — All rights reserved
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/7

N/

N/

N/

N/

N/

Neural Network Gaussian Process (NNGP)

Lee et al. [3] proved that the work of Neal can be extended to deeper layers by induction.

The output functions of a L-hidden network fy, are i.i.d. centered Gaussian process of covariance, defined recursively
as:

1
SO0, x) =1+—xTx,
Ny

306 = B[O @R = 14 B ooz [# (570) (17 60)]

Thus, in NNGP, each layer replaces a set of random hidden features with the population of all possible random
hidden features.

At initialization, an infinitely-wide network is equivalent to sampling a function from a GP(0,2®), where X gives the
similarity between x and x’.

Indeed, when ¢ is the ReLU, Cho et al. [4] proved that the kernel is the arc-cosinus. Thus, the kernel computes the
angle between input vectors in feature space. For highly correlated ¢(u) and ¢(v), the angle will be very small, and
vice versa.

NNGP only describes the network at initialization. It doesn't explain what happens during gradient descent on all
layers.

ETICS, 29/09/26 © Framatome — All rights reserved
framatome

Export Control COEDM - EU EC: country FR — marking N/ US EC: marking N / OTH EC: country N — marking N | Export Control Other — AL: N/ ECCN: N

18



Gradient flow dynamics
and Neural Tangent
Kernel
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Gradient flow dynamics

\
/7

Empirical loss function £: R” —» R, over N samples using a per-sample cost function £: R¥o x RN — R,:
1 . .
L(6) =+ XiL1 £ (fo(x®), ¥ D).

N/

Gradient descent update rule:

0t +1) = 6(¢) — n7oL(8) o LT 1; —90 _ o o)

with n the learning rate.

> Gradient flow dynamics, whenn — 0:

d‘z(tt) = —VyL(6): Ordinary Differential Equation (ODE).

ETICS, 29/09/26 © Framatome — All rights reserved
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N/

N/

N/

N/

\
/7

Neural Tangent Kernel (NTK)

Following Jacot et al. [5], according to the chain rule, the gradient of the loss is:

Z—z = —VoL(6) = _%Z?’:l Vo fo (x®)Vr, £(fo,yP).

Again, by the chain rule, the network output evolves according to the derivative:

dfg(x) _ dfg(x) db 1 j j
g =T = —ﬁ2?=1‘\79f9(X)T\79f9(x(1)? Uiyt (fo, vV).

|
Neural Tangent Kernel (NTK)

K:RNo x RNo — RNLXNi

The NTK is defined as: K(x,x";0) = Vg fo(x)T Vg [ (x").

The feature map form is: @(x) = Vafo(x) = K(x,x";8) = o (x)T(x’). It measures how much correcting the error at x’
moves the prediction at x.

If input x and input x’ have gradients pointing in the same direction, updating parameters to fix the error at x’ will
simultaneously move the prediction at x in the same direction.

If the gradients are nearly orthogonal (small values of K(x, x; 8)), training on x’ barely touches fy(x).

ETICS, 29/09/26 © Framatome — All rights reserved
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NTK properties

\
/7

Jacot et al. [5] proved (by induction) that when N, ..., N, — oo:

1. At initialization, K(x, x'; 0(t = 0)) converges (in probability) to a deterministic kernel K., (x, x"), independent of
the random draw of (t = 0).

2. During training (gradient flow), K(x,x’;8) stays constant, equal to K, (x,x"). The kernel remains frozen
throughout training.

N/

Naively K(x,x"; 8) depends on 6(t) which evolves. But in the infinite-width limit, each individual parameter moves by a
vanishing amount O (Vm) even though their collective effect on fy is 0(1).

N/

So, the kernel itself doesn't change.

N/

In other words, ¢(x) = Vg for)(x) = Vgr=0)fot=0)(x) remains almost constant during the training.

ETICS, 29/09/26 © Framatome — All rights reserved
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Lazy regime

\
7/

The NTK K, (x, x") is frozen, thus the network behaves as its first-order Taylor expansion around initialization [6, 7]:
fory () = 3 () = faemo)(X) + Vofage=0y (8(t) — 6(t = 0)).

)

@ (x): constant

N/

Thus, in infinite width, training a network (with non-linear activation) is equivalent to training a linear model on fixed
random features Vg fgt=0)-

N/

In other words, during the training, the parameters stay around the initialization.

N/

This is what we call lazy regime or NTK regime.

ETICS, 29/09/26 © Framatome — All rights reserved
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Kernel components interpretation

> Jacot et al. [5] also proved (still by induction) that (when Ny, ..., N; — ), the NTK can be defined recursively for each
layer by:

KOG, x") =200, x) + KED (x, x)EO (x, x),
where 2O involves the derivatives of the activation function with respect to their inputs.
> To summarize:
Ko (x,x) = K(x,x;0) = KO (x,x") = $F 5D (6, x) 15211 24 (x, X)),

N/

Example for 3 layers:
Ko(x,x) = K® 0, x") = Z® (¢, x) + 2 (%, xN) 2@ (x, x) + 23 (x, N E@ (5, x) ED (x, x).

PP )

> We can recognize 2 components:
«  “NNGP kernel” 21 (x, x"): it gives a “forward sensitivity”, i.e., the similarity between x and x’.

e e 000 00

- “Derivative kernel” 2 (") (x, x'): it gives a “backward local sensitivity” based on the gradient.

[ S

IO (x,x)

°
.
.

N

N\J
v
v

N/

Thus, NTK encodes the training dynamics of the neural network.

\ 4

A

SO (x,x)

ETICS, 29/09/26 © Framatome — All rights reserved
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Empirical study

\
/

Toy function: f(x) = sin(x) + € where e~N'(0,1).
MLP with 2048 neurons (infinite) and 3 layers.

N/

N/

Stochastic Gradient Descent (SGD) optimizer.

N/

Number of iterations: 600.

N/

Activation function: GELU (Gaussian Error Linear Units) GELU (x) = x - @(x) with @ the cumulative distribution function
for Gaussian distribution.

ETICS, 29/09/26 © Framatome — All rights reserved
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Empirical study

Evolution under NTK parameter scaling (SGD) - 3 layers, width=2048 neurons

Epoch: 0 Epoch: 50 Epoch: 100 Epoch: 400 Epoch: 550
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Empirical study

The Lazy Training: global convergence with near-zero feature change

Optimization convergence Parameter evolution

f‘\,\
0 I
10 0.04 [ f-—3q S W—
2 e I \‘"‘-. - -—-"-"--“--..
I I T mmmm———
; g
o = I
é E 0.03 I"
o Q@ ,' = Relative weight movement: w
b 1071 0 I ’
o ; 0.02 I ——. Relative kernel metric drift: 1l
@ a I Tl
o ™~ |
=0 e ]
o %)
wn E II
E S 0.01 I
= I
102 !
0.00 |-—d=""—
0 100 200 300 400 500 600 0 100 200 300 400 500 600
Optimization steps (epochs)

Optimization steps (epochs)
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Spectral bias
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Kernel regression

\
/

Back to NTK, we have:

Yo = K., (x, x)VpL(6).

For example, in regression task (Mean Squared Error or MSE loss): Vg L(6) = (fa(x) — y).

N/

N/

So, we can solve:

%t(") = =Ko (x, ) (fo(x) — ).

At the end, we have (for simplicity, we suppose fj=¢)(x) = 0):

N/

fo(x) =y —exp(—Ky(x,x)t)y 2V (zero error training).

under-parameterized over-parameterized

.
Test risk .

'.'i_ﬂ “classical” “godern”

E regime ! interpc‘*ting regime

. .
~ .. .
~ _Training risk: .
- :.{_,lnterpc:latmn vlreshc:]d

Capacity of H
fram atome ETICS, 29/09/26 © Framatome — All rights reserved -
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Kernel regression

\
/

For test point x*, we still have an ODE:

df?i(tx*) = _Koo(x*; x)(f@ (.X') - }’) = Koo(x*,X)QXP(_Koo(x: x)t)y

N/

The solution is (for simplicity, we suppose fyt=p)(x*) = 0):
f@(x*) = Koo (", x) Koo (x, x)_ly-

N/

Training an infinitely wide network by gradient descent is equivalent to a kernel (Ridge-less) regression using the
NTK.

ETICS, 29/09/26 © Framatome — All rights reserved
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Spectral bias

\
/

Since K, (x,x) is areal N X N symmetric matrix, we can diagonalize it:
K. = QAQT with eigenvalues 1; > - > 1y > 0.

N/

Thus,
exp(—Ko (x,x)t) = Qexp(—At)QT and exp(—At) = diag(e Mt e 2, .. e~ N0,

N/

Each spectral component of the target is learned exponentially fast, with rate proportional to its eigenvalue A,.

N/

Since NTK eigenvalues typically decay with the "frequency" of the corresponding eigenfunction, the gradient descent
on (wide) neural nets fits low-frequency / smooth components of the target function first, and high-frequency
components only much later.

ETICS, 29/09/26 © Framatome — All rights reserved

framatome

Export Control COEDM - EU EC: country FR — marking N/ US EC: marking N / OTH EC: country N — marking N | Export Control Other — AL: N/ ECCN: N

31



Spectral bias

\
7/

Xu et al. [9] called that “frequency principle” or “spectral bias”: it is the phenomenon where neural networks trained
with gradlent descent learn low-frequency (smooth) functionsg first, fitting high-frequency (oscillatory or complex) details
much later in training.

N/

This is a form of implicit regularization independent of any eXplicit penalty term.
.

\

.

under-parameterized over-pafNgmeterized

Test risk .
';MJ] “classical” “podern”
E:E N regime interpolating regime
\ \
>~ Tra,lmng 1‘151{
- interpolation threshold
Capa.mty of H
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Empirical study

\
/

Toy function: f(x) = sin(2w - 1x) + 0.6sin(2m - 3x) + 0.4sin(2m - 8x).
MLP with 2048 neurons (infinite) and 1 layer.

N/

N/

Adam optimizer (for faster training than SGD).
Number of iterations: 60000.
Activation function: RelLU.

N/

N/

ETICS, 29/09/26 © Framatome — All rights reserved
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Empirical study

Spectral bias of gradient descent on a wide 1-hidden-layer MLP
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Over-parametrization
and double descent

ETICS, 29/09/26 © Framatome — All rights reserved
framatome 3

Export Control COEDM — EU EC: country FR — marking N / US EC: marking N / OTH EC: country N — marking N | Export Control Other — AL: N/ ECCN: N



\
/7

N/

N/

N/

N/

framatome

Summary

NTK properties: ¢ (x) = Vg foe) (x) = Vor=0)fot=0)(x) remain almost constant during the training.
Lazy regime: foi(x) = fi5 () = ()T(0(t) — 6(t = 0)) = p(x)Tw (for simplicity, we suppose fy(t=g)(x) = 0).
\ J

|
w

Kernel regression: for infinite width network, when t - oo: fa(x*) = Koo (x*,x)Ks (x,x)"ty and K, = QAQT with
eigenvalues 4; = - > Ay > 0.

Spectral bias: neural networks are strongly biased toward simple, smooth functions early in training.

Noise/high-frequency components correspond to small eigenvalues and are fit last, after the smooth signal has
already been captured.

In NTK, SGD acts as a form of implicit regularization independent of any explicit penalty term.
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Over-parametrization and double descent

— — _— —_— _— —_— _— L —_— _— —_— ] | _— —_—

under-fitting | over-fitting I under-parameterized over-parameterized I

. Test risk I Test risk i [

7‘5 . "ﬁ “clasgszical” i “modern” I
- - ] » = = =

Qf. Cdl regime interpolating regime

~ : I ! [

~ . Training risk - Training ris I
sweet spot__ v — _ I - 1 _interpolation threshold

T = _—— . . . . . . — —-— S —

Capacity of H Capacity of

N/

Case of P < N: K(x,x'; 8) is nearly singular (at least N — P zero eigenvalues), forcing ||w|| (and thus test variance) to blow
up. No interpolating solution, only common bias-variance trade-off.

N/

Case of P >> N: the system fg(x(i)) =y vi is under-determined. Thus, gradient flow converges to 6(t — o) —
6(t = 0) = argmin,|wll, s.t.(x)Tw = y©, vi.

N/

Gradient descent, started at 8(t = 0) is lazy, i.e., it only ever moves in directions of data, so it stops at the interpolant
that requires the least total movement from initialization. In feature space, this is strictly equivalent to the minimum
RKHS norm (cf. representer theorem and O. Roustant lecture).

N/

In other words, K(x,x'; 0) is well-conditioned again (min eigenvalue bounded away from 0), and the min-RKHS-norm
interpolant found by gradient descent is smooth by construction (spectral bias) rather than noise-fitting. So, test error
descends a second time even though the model still interpolates the training data exactly.
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Empirical study

Toy function: f(x) = sin(2m - 1x) + 0.6sin(2m - 3x) + 0.4sin(2m - 8x) + € where e~N'(0,0.15).
MLP with P neurons and 1 layer.

\
/
\
7/

Activation function: ReLU.

N/

N/

Solving Ridge-less kernel regression. Indeed, gradient descent converges more and more slowly as the empirical
NTK's smallest eigenvalue shrinks near the interpolation threshold (the very mechanism that causes the double-
descent peak), so a fixed iteration budget badly under-trains exactly the widths that matter most. Solving in closed form
avoids that confound.

N/

Double precision calculation (float64).

N/

8 repetitions.

Use median + Inter-Quartile Range (IQR) rather than mean/std. Indeed, around the interpolation threshold, a small
fraction of random-feature draws are numerically near-singular and produce astronomically large (but individually rare)
test errors. The mean is dominated by those rare draws; the median is more robust while the IQR band still visibly
widens near the threshold.

N/
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Empirical study
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Conclusion

\
/

Multi-Layer Perceptron with infinite width tends to NNGP: network output is a Gaussian process at initialization.

N/

Multi-Layer Perceptron with infinite width + gradient descent tends to NTK regime: the training can be summarized by a
kernel regression with a fixed kernel K.

N/

Spectral bias: convergence rate per NTK eigenvalue = low frequencies learned first = implicit smoothness bias =
implicit regularization.

N/

Double descent: NTK regression's minimum-norm interpolation explains why over-parametrization beyond the
interpolation threshold improves generalization again.
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Perspectives

\
7/

NTK is a mathematical tool to better understand the training dynamics of neural network in a particular setup (infinite
width).

In practice, it is very hard to reach infinite width.

N/

Thus, it is much better to achieve feature learning regime instead of lazy regime.

N/

NTK Width 64 Width « (Feature Learning)
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Reference: [11] Greg Yang, Edward J. Hu, Feature Learning in Infinite-Width Neural Networks, arXiv:2011.14522, 2020.
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Perspectives

> How to reach feature learning regime?

N/

With which setup, assumptions?

N/

Why is it better?

> To discuss all the answers, | invite you to follow the presentation of Eline
Pot, PhD student.
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N/ N/ N/ N/

N/

N/

N/
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Root Mean Square coordinate scale:  £[h?]

Empirical study

NTK verification: scaling invariant coordinates and frozen kernel - 3 layers

Width scaling coordinate check (t=0) Tracking performance (width=8192)
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Over-parametrization and double descent

under-fitting | over-fitting I under-parameterized over-parameterized I
. Test risk I Test risk i [
7‘5 . "ﬁ “clasgszical” i “modern” I
:;E CEI regime ‘ interpolating regime
~ : I ! [
~ . Training risk - Training ris I
sweet spot.,__‘::‘ ~ - _ I - _ 1 _interpolation threshold
Capacity of H Capacity of H
> Representer theorem: for any function of the form f,,(x) = ¢(x)Tw, the RKHS norm induced by the kernel K (x, x’; 8) =
o (x)Tp(x") is defined to equal ||w]|,.
> The NTK acts as a minimum RKHS norm interpolator.
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a4 Over-parametrization and double descent

N/

Expected prediction error decomposes (for squared-error loss) as:

E l()’ - f(X))zl = (f® - IE[f(x)])2 +E [(f(x) _ IE[f(x)])Z] + gé

Bias? Variance [rreducible error

N/

This is the famous bias-variance trade-off:
« A model too simple = high bias, low variance = underfitting.
* A model too complex = low bias, high variance = overfitting.
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